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Learning objectives

• Collect and structure data from different sources 

• Prepare data to train own machine learning models 

• Critically analyze datasets and visualizations 

• Identify how bias enters through collection, labeling and design choices 

• Explain the core principles of machine learning and generative AI 

• Build interactive, web-based visualizations using APIs and AI-assisted workflows 



Learning objectives

• Individual Project ( 5.10 - 14.10) — 20% 

• Group Project (17.11 - 05.01) — 40% 

• Documentation (11. 01) - 40% 
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A Brief history of


Data visualization 





“What if we could SEE the 

patterns?” 

He invented : 

• line chart (1786) 

• bar chart (1786) 

• pie chart (1801)



Used abstract shapes, such as lines, 

bars and slices, to show numbers that 

had nothing to do with physical space, 

such as trade and debt over time. 

• line chart (1786) 

• bar chart (1786) 

• pie chart (1801)

William 


Playfair



CHARLES


MINARD

In 1869, Charles Minard mapped 

Napoleon's 1812 Russian campaign by 

showing the army's size, route, 

direction, key locations, temperature 

and dates together in one image.



Florence 

Nightingale

In 1854 he proved that cholera spread 

through water, not air, like previously 

believed. He created a map where he 

showed that deaths clustered around 

Broad Street water pump.



JAQUES


BERTIN

In 1967 he created “Semiology of Graphic”, 

which became the first the first systematic 

theory of visual encoding.



Encodings

Position Size Texture Slope Shape Value Color



Timeless Principles

Context is everything

Above all else show the data

Maximize ink, minimize 'chartjunk'

Use “Sparkles”

1

2

3

4
Adapted from Edward Tufte







“Warming Stripes” (1850 - 2025)



DATASET 

as 


data visualiSation



How would you explain  

the difference between  

a cat and a dog?





“A cat has pointy ears.”
→ So does a Pomeranian.

“A dog is bigger than a cat.”
→ Not a Chihuahua.

“A cat has whiskers.”
→ So does a dog.

CLASSIC PROGRAMMING

Rules 

(algorithms)
+ Data Answers

MACHINE LEARNING

Data +
Answers 

(labels)

Rules 

(a trained model)

Why dataset?



• Helps to recognize complicated patterns 

• Allows models to generalize  

• Explores different facets of a problem 

• Captures change over time

Why dataset?



FROM WORLD TO MODEL

1

Define

What do we want to 

know?

2

Collect

From where, from 

whom, with what 

consent?

3

Clean

What gets thrown 

away as “noise”?

4

Label

What are the 

categories?

5

Split

Which data is kept 

aside for testing?

6

Train

What does the 

model optimise for?

7

Evaluate

Accurate for whom?

8

Deploy

What changes in 

the world and in the 

next dataset?

feedback loop: output becomes future data

train 70% val 15% test 15%



Title

World Model (Meta AI)



QUICK, DRAW!

quickdraw.withgoogle.com

https://github.com/googlecreativelab/ 

quickdraw-dataset

Go to:

Analyse the data:

http://quickdraw.withgoogle.com
https://github.com/googlecreativelab/


LATENT SPACE

Encoder

0.12 −1.30 0.84 

2.07 −0.33 0.61 

… ×128
Decoder

Sketch-RNN compresses each drawing into a latent 

vector of 128 numbers and can redraw it from them. 

t-SNE squeezes those 128 dimensions onto a 2D 

map where similar drawings sit together.



key_id word recognized countrycode timestamp drawing

5629180… cat true CH 2017-03-01 14:22

4814377… cat true JP 2017-03-02 09:05

6021554… shoe true US 2017-03-02 21:47

5107236… shoe false FR 2017-03-03 11:12

4930871… power outlet true DE 2017-03-04 18:30

ANATOMY OF A DATASET



WHAT IS TYPICAL?

“DRAW A SHOE” — SHARE OF DRAWINGS

sneaker 62%

boot 18%

sandal 9%

high heel 7%

other 4%

A model learns what appears most often  

leading to a data bias. Also, think about the 

people who participated: the ones with a 

device, internet access and free time.



counter-clockwise 

(US)

clockwise (Japan)

Direction matters

The direction varies by country, shaped 

by how people first learned to write.

Visual averages

Thousands of drawings per country 

reveal local defaults.

Edge cases

Average results blur: some categories 

cannot be “averaged”

Germany Japan

ANATOMY OF A DATASET



OPEN DATASETS

IMAGE

ImageNet

14M photos divided in 21k categories.

IMAGE

COCO

330k of everyday scenes, and objects

IMAGE

CIFAR

80M tiny Image dataset

HANDWRITING

MNIST

70,000 handwritten digits by US 

Census employees and students.

SPEECH

Common Voice

Volunteers reading sentences aloud in 

100+ languages.

SOUND

Freesound Labs

Community library of Creative 

Commons sound recordings.

TEXT

Common Crawl

Regular snapshots of the public web 

since 2008.

IMAGE + TEXT

LAION-5B

5.85 billion image–caption pairs 

scraped from the web.

SWITZERLAND

opendata.swiss

Open government data from federal, 

cantonal and city offices.

BASEL

data.bs.ch

Open Data Basel-Stadt: mobility, 

environment, population, water…

COMMERCIAL WEBSITES

Hugging Face · Kaggle

Hubs with hundreds of thousands of 

datasets, many with dataset cards.

IMAGE + ANNOTATION

Open Images

9M images annotated with image-level 

labels, object bounding boxes, etc.



DATASET 


AUTOPSY

1.  Pick one dataset from the list below. 
2. Spend 15 minutes on the website. 
3. Answer the three questions.

MNIST Common Voice COCO

1. Who made the dataset and why? 

2. What is in it and what is missing? 

3. Who labelled it, and how?

CIFAR

Datasets



ImageNet (2012 - 2021)



ImageNet (2012 - 2021)



IMAGENET IN NUMBERS

14M

images
collected from the web

21,841

categories
taken from the WordNet hierarchy

~50,000

crowd workers
on Mechanical Turk, from 167 

countries

45%

from the US
of geolocated images

2009
Published by Fei-Fei Li’s team

2010–17
Annual ImageNet challenge

2012
AlexNet wins — deep 

learning takes off

2019
“Excavating AI” & ImageNet 

Roulette expose offensive 

person labels; ~600,000 

images removed

2021
Faces in the dataset blurred



WHO FEDs THE MODELs?

• Scraping 

• User Data 

• Undisclosed sources 

• Pirated material 

• Generated & licensed material 

• Bought & scanned material



Amazon Mechanical Turk (2005 - 2026)



Anthropic Project Panama



The AI factory: the rewiring of India's tech industry 



People Sans People - Synthetic Data



openai.com

http://openai.com


OpenAI Sora Trainingdata

Tech Things Interview with Mira Murati 



DATA BIAS

Data bias in machine learning is a type of error in which certain elements of 

a dataset are more heavily weighted and/or represented than others. 



DATA BIAS

DATA GENERATION

Historical

Some parts of the 

world do not have 

sufficient data that 

survived

Representation

Some groups are 

under-sampled or 

missing entirely.

Measurement

What is measured 

is a proxy?

MODEL BUILDING

Aggregation

One model for 

groups that behave 

differently.

Learning

The training goal 

rewards accuracy 

on the majority.

Evaluation

The test set 

doesn’t look like the 

people who will 

use it.

DEPLOYMENT

Deployment

The system is used 

for something it 

wasn’t built for.





Buolamwini & Gebru, “Gender Shades”, 2018  



DATA FEMINISM

Catherine D’Ignazio & Lauren Klein (2020): seven principles for doing data science with power in mind.

1 Examine power Who collects, who is counted, who benefits?

2 Challenge power Use data to push back, not only to describe.

3 Elevate emotion & embodiment Feelings and bodies are ways of knowing, too.

4 Rethink binaries & hierarchies Question the categories you inherit.

5 Embrace pluralism Many perspectives make better knowledge.

6 Consider context Data is never raw.

7 Make labour visible Credit the people who collect, clean and label it.

¨



Choose Image  —> Standard Image Model 

In groups of two train your first image model using a 

webcam and then: 

•  Rotate the laptop so that the background changes 

•  Put jacket/scarf etc. on, take different objects 

Teachable Machine

teachablemachine.withgoogle.com/train 

http://teachablemachine.withgoogle.com/train


Individual 


Project



Giorgia Lupi and Stefanie Posavec “Dear Data”, 2016









Dear, Data

Choose one everyday phenomenon. Observe it for seven days and record every occurrence as text, 

image or sound. Build the dataset by hand, draw it, and find the biases in your own collection.

Kick-off

Choose a topic, write your 

protocol

Collect

Text, image, audio

Structure

One row per observation

Draw

Hand-drawn postcards  

with a legend

Reflect

Find the biases in your own 

data

Present

Postcards, dataset, bias 

report

14.1028.09

NO AI
at any step



DATA PROTOCOL

“A WEEK OF DOORS”

ID date time place category note image

001 06.10 07:12 home wooden · push “slammed by the wind” 001.jpg

002 06.10 07:43 tram 8 automatic didn’t touch it 002.jpg

003 06.10 08:05 campus heavy glass “held it for someone” 003.jpg

004 06.10 21:30 ? fridge? does a fridge count? → rule 2b —



BIAS DIARY

• Missed entries (when, and why)? 

• Definition changes (when did “a door” start to 

include gates)? 

• Behaviour changes (Did you open more doors 

because you were counting)? 

• Things left out  (privacy, embarrassment, effort)



DELIVERABLES

1. Raw collection of data (images, audio recordings, drawings, texts) 

2. Structured dataset (one table with one row per observation explaining every column and 

category). 

3. Hand-drawn postcard with the data in the front and the legend in the back 

4. Bias report  

5. 7 min presentation on 14.10, show the postcard, walk us through the biases.


